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1 | INTRODUCTION

Abstract

Manually configuring synthesiser parameters to reproduce a particular sound is a complex
and challenging task. Researchers have previously used different optimisation algorithms,
including evolutionary algorithms to find optimal sound matching solutions. However, a
major drawback to these algorithms is that they typically require large amounts of compu-
tational resources, making them slow to execute. This paper proposes an optimised design
for matching sounds generated by frequency modulation (FM) audio synthesis using the
graphics processing unit (GPU). A benchmarking suite is presented for profiling the perfor-
mance of three implementations: serial CPU, data-parallel CPU, and data-parallel GPU.
Results have been collected and discussed from a high-end NVIDIA desktop and a mid-
range AMD Laptop. Using the default configuration for simple FM, the GPU accelerated
design had a speedup of 128X over the naive serial implementation and 8.88X over the par-
allel CPU version on a desktop with an Intel i7 9800X CPU and NVIDIA RTX GeForce
2080Ti GPU. Furthermore, the relative speedup over the naive serial implementation con-
tinues to increase beyond simple FM to more advanced structures. Further observations
include comparisons between integrated and discrete GPUs, toggling optimisations, and

scaling evolutionary strategy population size.
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Modern technology has had a profound effect on the structure, form and performance of music. Powerful and inexpensive general-purpose sys-

tems have made musical apparatus universally available to amateur and professional composers alike. The audio synthesiser is a core component

in the development of music, enabling composers to recreate acoustic instrument sounds or explore entirely new sounds electronically. Numer-

ous synthesis techniques have been discovered and enabled the creation of a considerable range of timbres. Synthesisers expose controllable

parameters, which shape the sound character of the particular synthesis architecture. Consequently, there is often a complex mapping between

the control space of synthesis parameters and the timbre space of the sound’s perceived character. Therefore, effective control and navigation

of a synthesiser’s sound space requires expert knowledge of the underlying technique, often drawing from deep theoretical and/or experiential

knowledge. Steps towards achieving an automated process for mapping sound qualities to sound synthesis parameters could make synthesisers a

more transparent compositional tool. Achieving this will require techniques that can efficiently search the synthesis parameter space to identify

parameter configurations to match specific timbral characteristics.

Abbreviations: ES, evolutionary strategy; GA, genetic algorithm; GPGPU, general-purpose GPU; FM, Frequency Modulation;
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In the field of Evolutionary Computation, there are powerful optimisation techniques designed to search complex design spaces and find opti-
mal solutions. Evolutionary algorithms have previously been applied to synthesis parameter matching with promising results. However, a major
disadvantage of optimisation algorithms, including evolutionary ones, is that they typically require substantial computation time to converge on
optimal solutions. Processing units with data-parallel architectures open up opportunities for increasing computational throughput for appropriate
cases of the algorithm. The Graphics Processing Unit (GPU) has matured from its origins in the graphics domain into a general-purpose hardware
accelerator known as a general-purpose GPU (GPGPU)2. GPGPU computing aims to exploit the full potential of massively parallel processing
architectures for general processes® and evolutionary sound matching are a suitable class of problems for fine-grained parallel processing, with
the potential to map efficiently to the GPU environment. Therefore, using the GPU may provide an opportunity to improve the performance of
synthesis parameter matching.

This work investigates the potential performance benefits of GPU processors for synthesiser parameter matching using evolutionary computing.
A design is proposed that uses the evolution strategy® for searching the parameter space of an FM synthesiser. The performance between CPU
and GPU implementations is evaluated using a comprehensive benchmarking suite. The application of evolutionary computation for FM synthe-
sis parameter matching is a well-explored area and has proven to be an effective and accurate technique for both simple and more advanced FM
synthesis structuresZ. However, a major disadvantage is that they require considerable computational time, and researchers have highlighted a
desire for ways to optimise this approach®. Therefore, this work does not advance the state-of-the-art in evolutionary computation for audio syn-
thesis matching, rather, it proposes algorithms that accelerate existing methods by providing a data-parallel GPU design that overcomes challenges

faced by the distinct architecture. The contributions of this work can be summarised as:

o A design for a GPU accelerated sound matching framework.
e The implementation of the design in the OpenCL GPGPU environment.

o A benchmarking suite for collecting performance profiles across hardware systems for serial CPU, data-parallel CPU and data-parallel GPU
implementations.

e Benchmark results from different systems demonstrate the performance acceleration of the proposed design.

2 | PREVIOUS WORK

There has been extensive prior research surrounding the application of Evolutionary Computation for matching sounds using audio synthesisers.
This is typically realised by optimising the parameters of a particular synthesis type using Genetic Algorithms (GA)? or Evolution Strategies (ES)1C.
FM has become a common application domain for sound matching, and the GA is by far the most prevalent approach adopted in the literature?1112,
For example, in3, a GA is used for matching sounds using FM synthesis, which uses an advanced timbral extraction technique for assessing the
fitness of potential solutions. The authors demonstrate how the advanced technique increases the efficiency of the evolutionary sound matching
application.

More recently, Smith24 demonstrated the accurate matches for an electronic keyboard and piano synthesiser using a modified GA; this approach
was considered promising for music producers. However, Smith stressed that the time to find solutions was an essential component when evaluating
the practicality of the method. Therefore, optimising the speed of the matching process would be a beneficial next step in future work. Yee-King et
al. made a comparative study between several automatic synthesiser parameter matching algorithms®2, particular focus given to neural networks
and genetic algorithms. Neural networks proved to find accurate solutions in "near real-time". However, this approach first required a training phase
that took a day to complete. In contrast, the genetic algorithm required no pre-training but required 2 hours to find a solution. The advantage of the
genetic algorithm is that no training is required when adapting the algorithm for a new synthesiser. However, it still requires significant computation
and would therefore benefit from optimisation.

The concept of using the graphics hardware for general-purpose processing was introduced in the 1990s with works like Lengyel et al., who
used graphics devices for robot motion planning2¢. GPUs have advanced significantly and are now accessible for general-purpose programming
outside of graphics. In 2006, NVIDIALZ introduced the Tesla GPU, introducing the beginning of a new unified architecture. Contemporaneously,
AMD made similar developments with the TeraScale GPU. NVIDIA and AMD have continued to develop comprehensive GPGPU support in all
subsequent GPU architectures®€, GPGPU has been successfully applied for processing a range of numerical and scientific computation techniques
like molecular dynamics®? and audio synthesis??. A well-known and successful example of this is the folding@home project?l, which reported a
speedup of 20 - 30X when accelerated on the GPU. These examples motivate the exploration and establishment of GPU designs for appropriate
methods and applications. Recently, Turian et al.22 have leveraged the GPU to generate a billion sample dataset for synthesisers, including FM
synth timbre and subtractive synth pitch. With the use of the GPU, this dataset is 100x larger than any other recorded datasets in the literature.
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The success and nonlinear mapping of FM synthesis has generated interest in designing parameter and sound matching methods. Consequently,
this paper’s proposed application is designed for targeting FM synthesis in particular. The results in Section [f] starts with benchmarking the GPU
accelerated design for the simple FM synthesis algorithm originally proposed by Chowning23. This limits the complexity of the synthesis stage and
allows the benchmarking results to also emphasise the performance of the audio analysis and evolutionary computing stages. After a complete
discussion of the simple FM synthesis results, two more advanced synthesisers are presented, and the evaluation of the GPU accelerated perfor-
mance beyond simple FM synthesis is explored to determine the scalability of the design’s capability to support other FM structures. The design
proposed in this work is limited to analysing static sounds and does not support dynamic sounds that change with time. Although, steps towards
supporting dynamic sounds by analysing audio in blocks is partially supported at the moment and discussed in the results.

There are other well-studied methods for synthesiser sound matching, such as the hill-climber algorithm. Although contextually applicable, the
hill-climber algorithm has been considered insufficient for successful exploitation of FM synthesis parameter space by Horner in24, whilst the evo-
lutionary algorithm proved superior. Neural networks are another powerful method with superior real-time performance when matching sounds.
However, they require extensive pre-training periods that can make them unable to handle dynamic problems. The appeal of the evolutionary
approach is that it requires no pre-training and can be easily applied to match sounds using different synthesis techniques. However, the trade-off
is that evolutionary algorithms typically take considerable time to then find the solutions. Improving the performance will enable larger popula-
tion sizes to be used in practical time scales, improving the accuracy and the usability of the approach. The population size is a parameter of the
evolutionary algorithm, enabling greater exploration of the search space at the cost of further computation. Therefore, optimising the scaling of
the population will improve the evolutionary algorithm’s exploration of the problem space more effectively?2. A natural consequence of increasing
the population size is that the computation increases. If the performance can be improved, the range of applications that synthesiser parameter
matching can be used for will increase. Although many of the papers referenced here use the genetic algorithm, we adopt a different, albeit nearly
identical, evolutionary algorithm called the evolution strategy. Both algorithms model the process of evolution to some degree, but we have cho-
sen to work within the framework of an evolution strategy as its canonical form represents real numbers directly as floating-point numbers and
so lends itself neatly to the FM matching domain. However, with the appropriate adjustment of terminology, this work equally applies to genetic
algorithms. The literature on evolutionary algorithms for sound matching is well explored and has shown to be an effective method over the alter-
natives. Using ideally large populations in evolutionary algorithms requires significant computation and researchers suggest that finding ways to
optimise this in the context of sound matching will be a beneficial advancement.

2.1 | FM Synthesis

One of the first commercially available and successful digital audio synthesis methods was FM synthesis23. Invented by John Chowning, FM
synthesis was discovered and initially developed in the 1970s%€. It is regarded as a highly efficient method for generating complex and rich audio
timbres with simple graphs of interconnected sinusoidal oscillators. The original equation proposed by Chowning, with some symbols modified
for this paper, is given as:

y(t) = Asin(ct + I sin(mt)) (1)

Where four parameters are exposed: peak amplitude A, carrier frequency c (rad/s), modulation frequency m (rad/s) and modulation index I.
Therefore, y generates an instantaneous FM output for a given time t. The modulation frequency m sets the frequency of the modulating oscillator,
the output of which is multiplied by the modulation index | to control the intensity of the frequency modulation applied to the carrier oscillator.
This is then added to the input for the carrier oscillator’s frequency c. Finally, the variable A is used to control the peak amplitude output. When
the modulation index | = 0, the modulation oscillator has no effect. When | > 0, the modulation oscillator begins to affect the carrier oscillator,
and symmetrically spaced intervals of frequencies occur above and below the carrier frequency. The number of side frequencies relates to the
modulation index; therefore, as | increases, energy is taken from the carrier frequency and distributed further across the sideband frequencies.
Bessel functions determine the amplitudes of the carrier and side frequencies and the interested reader is referred to Chowning’s original work23
for further details . FM synthesis has a nonlinear mapping between parameters and the resulting sound4Z, this means that there is a non-trivial
correlation between a synthesiser’s parameter space and the resulting timbre space, i.e., minor changes to the input parameters can generate vastly
different changes in the resulting sound. This makes it a difficult synthesiser to control and parameter match.

Simple FM synthesis is used as a fundamental building block in more complex and musically interesting synthesisers. The technique was adopted
by Yamaha in the DX and TX synthesisers that were commercially produced throughout the 1980’s28 and is still a prevalent technique used in

many plugins and synthesisers that are currently available2Z. In this paper, two further synthesisers are considered for GPU optimisation that build
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upon Chowning'’s simple FM synthesis technique. The first has been established as a "real-world" by Das et al. and is used to evaluate evolutionary

algorithm performance. In this paper, this will be referred to as nested modulator FM synthesis=%:
y(t) = Asin(ct + I sin(myt + Irsin(mat))) (2)

Where y is the output of the nested modulator FM, t is the input variable time, A is the peak amplitude, c is the carrier frequency, m is a vector of
modulator frequencies and | is a vector of modulation indices. This equation adds a second nested modulation oscillator that modulates the original
modulation oscillator of the simple FM structure seen in Equation[T] This arrangement requires a total of 6 parameters to control the output sound.
The third FM synthesis method considered in the scope of this paper uses the idea of combining separate FM synthesis components in parallel.
For the context of this work, the parallel FMY will be used:

3
y(t) = Z A;sin(eit + I; sin(mgt)) (3)

i=1

Where y is the output of the parallel FM, t is the input time, A, ¢, m and | are vectors of the peak amplitude, carrier frequencies (rad/s), modu-
lation frequencies (rad/s) and modulation indices for each FM structure. This equation is the summation of three separate simple FM structures,
each having four parameters and therefore requires a total of 12 parameters to control the output. This paper begins by considering the GPU

optimisations concerning simple FM synthesis and then scales up to assess the nested modulator and parallel FM synthesis methods.

3 | DESIGN

This section covers the abstract overview of the FM synthesis parameter matcher process. Figure[I]are used to aid the reader in understanding
the entire flow of the program, considering there are many stages involved. Each of the stages are explained with sufficient detail in the following
subsections.

3.1 | Evolution Strategies

Evolution strategies are a class of evolutionary algorithm®¥ that is used to find optimal solutions within a search space. Evolution strategies follow
ideas inspired by Darwinian evolution and natural selection to create progressively fitter solutions to a problem by iteratively applying mutation
and recombination operations on a set or population. Evolution strategies can be used for any optimisation problem, including sound matching. In
this paper, the algorithm is used to search the parameter space of an FM synthesiser to find the parameters that closely replicate a given target
sound?.

A population of solutions comprises a set of individuals where each individual contains a complete set of synthesis parameters that can be used
to generate a candidate sound or solution to the sound matching problem. For the simple FM synthesiser, this corresponds to the four parameters
described in Equation [T} along with an additional set of four step-size parameters used by a self-adaptive mutation operator.

Recombination blends the genetic material (or parameters) from two or more parent individuals’ to generate new offspring. Figure [2| shows
how the uniform discrete recombination®L operator works, which is one of the standard ES recombination operators used in this work. The value
at each position is taken from a random parent in the current population and combined to create a new individual, used in the next generation
offspring population.

Figure[3] shows how the mutation operator typically works. The random values shown in red are generated for each element using a pseudoran-
dom number generator and Gaussian Distribution®2, scaled in proportion to the step size. These values are then added to the individual parameters
to introduce novelty to the population. Gaussian distribution is used to increase the likelihood of smaller mutations occurring more frequently than
larger values. This results in smaller steps in values but occasionally larger steps which can be useful to explore the search space and to escape
local optima. The self-adaptive mutation operator uses the step size parameter to enable distant values (exploration) as well as precise local values

(exploitation) to be generated at different stages of evolution.

3.2 | Fitness

The evolutionary strategy’s fitness function (or objective function) is context dependant and defined by the optimisation problem. For synthesiser

parameter matching, this function requires two stages. First, a clip of audio is generated by the chosen FM synthesiser using the parameters of
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FIGURE 2 Recombine operator working on three example individuals

each population individual. Second, the generated audio is compared to the target audio, and the similarity between them is used to determine the
"fitness" of each individual.

Each individual in the evolutionary strategy population has four parameters when used for simple FM synthesis parameter matching. The values
of these 4 parameters vary between individuals and are mapped to the 4 parameters of the simple FM synthesis algorithm in Equation[T] A frame
of audio is then generated from the FM synthesiser and stored contiguously in memory, ready for further processing to determine similarity with
the target audio.

The similarity between the generated and target audio is determined by first mapping the audio signal to the frequency domain using a Fourier
transform. The fast Fourier Transform (FFT)=2 is the de facto algorithm for calculating the Fourier transform of a signal efficiently. However, the
FFT algorithm requires the input data to be cyclic, spanning from one end and back to the beginning. Therefore, before the FFT algorithm can

process an audio signal, it must first undergo a form of pre-processing; this is known as FFT windowing. To reduce the occurrence of artefacts in
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FIGURE 3 Mutation operator working on three example individuals.

the spectrum occurring as a result of frame boundary discontinuities, a windowing function is used. In this paper, a Hann window# is applied to

each audio frame as follows:

2mn
=0.5 1— —_— 4
w(n) X cos | (4)

Where w is the processed Hann value, n is the value of the current sample and N is the total number of samples in the window. Once the
time-domain audio signal is prepared using Hann windowing, it can be processed by the FFT algorithm2 to produce a series of complex numbers
representing the same signal in the frequency domain. FFT is a highly optimised and supported algorithm that is available in software libraries such
as FFTW=3, which handles the intricacies of the implementation. With each respective individual’s audio signal mapped to the frequency domain,
the similarity of the signal to the target audio can be calculated. A primary method for comparing the error/difference between two frequency
spectra can be achieved using relative spectral error. Studies performed by Beauchamp et al.2¢ have shown that the relative spectral error delivers
the best correspondence to average discrimination data extracted from human listeners when compared with alternative spectral error metrics.
The equation for relative spectral error is defined as:

Where rse is the calculated relative spectral error, T and S are vectors of the target and synthesised audio frequency spectra respectively, and
Nyin is the number of frequency bins that control the resolution of the analysed spectra. The relative spectral error (RSE) between two audio
signal frequency domains T and S can be calculated. The number of frequency bins Ny;, is the resolution of the frequencies represented in the
audio frequency spectrum, this must be the same for both T and S. Using the RSE, the fitness for each individual as a candidate for matching
with the target signal can be determined. As the RSE is the error between two frequency spectra, the fitness is the inverse of the RSE. Therefore,
an RSE = 0.0 is a perfect match, whilst increasing rse identifies differences between the signals. Evolution strategies typically involve a stopping
criteria, such as when a sufficiently "fit" individual is found, the evolutionary strategy iterations stop and the individual used as the solution. In
the context of this work, the stopping criteria is a set number of iterations/generations to avoid an undefined number of iterations and so the
computation time can be fairly measured.

The selection stage involves taking a set number of individuals from the offspring and using them in the next generation’s parent population.
The approach used in this paper is to sort the individuals by fitness and select the top individuals for the next parent generation. A parallel merge
sort is used and has been shown to map efficiently into the GPU architectureZ,

4 | GPGPU DESIGN

The GPGPU literature contains a range of different approaches and associated terminology. In this work, the OpenCL standard language will be
used98:3%40 The GPU architecture is comprised of streaming multiprocessors that load and execute program instructions in a parallel Single-

Instruction Multiple-Data (SIMD) format. The control flow of GPU programs comprises of workitems; these are streams of execution running on
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FIGURE 4 The data structure format for the GPU design.

the multiprocessors. The multiprocessors require access to regions of memory arranged in a memory hierarchy similar to a CPU, where memory
types vary in size and access speed4Z, The largest region accessible by all workitems is known as global memory. It is typically the slowest region of
memory to access. Local memory is a faster region only accessible in a small group of workitems, this group is called a workgroup. Finally, private
memory is the smallest but fastest memory, accessible only by the workitem itself. In this section, the techniques and design choices relevant to
the GPU implementation are considered.

4.1 | Data Structure

All GPU processed data starts with the ES population. Figure[d] provides a visual aid to help describe the data structure that is used in this GPU
design. The first buffer indicated by "Population" contains all the individuals’ parameters. Although naturally it seems coherent to place each
individual’s parameters contiguously in memory, this structure is sub-optimal within the GPU. Therefore, when designing data structures for the
GPU, it is advantageous to store all of the first parameters contiguously, then the second parameters, and so forth. This design is commonly
referred to as a structure of arrays instead of an array of structures. Various research demonstrates that this is the most efficient GPU data
layout for comprehensive processing4243. The parameters of an individual are fetched by indexing each array of parameters using the individual’s
ID. During the synthesis stage, each individual has an audio block of a set length of samples generated from the parameters. Each audio block
is held contiguously in memory, against the generated audio of the next individual's parameters. With this format, the size of the buffers are:
population = P, audioSamplesBlocks = P x N where P is the population size and N is the audio block length.

The population buffer containing each individual’s values is stored in one large GPU buffer as the GPU is optimised for fewer, larger memory
allocations with offsets to access them than multiple smaller ones. Furthermore, the population buffer is twice the size of the population in order to
store a copy of the sorted population when evaluating population fitness. Using a rotation index, an offset to the beginning of the sorted population
can be used. This greatly improves performance and memory usage as it avoid copying memory between three separate population buffers.

In the context of the GPU, memory coalescing is achieved when threads on the same streaming multiprocessor access memory simultaneously.
To achieve this, consecutive threads should be programmed to access consecutive memory addresses. The GPGPU programming model exposed
by OpenCL involves reconsidering the way loops iterate when processing data. The application proposed in this paper aims to optimize memory
accesses where possible. This is typically achieved by using the workitem index idxWorkitem and loop index i in such a way as to access adja-
cent memory at once between workitems, instead of accessing memory in completely different locations in memory. An example of correctly

programming the GPU to achieve memory coalescing can be found in the following FFT Hann windowing kernel:

void applyWindowPopulation(float* audioDate, uint32_t audioLength)
{
int idxWorkitem = get_global_id();
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float mu = ( FFT_ONE_OVER_SIZE - 1) * 2.0f * M_PI;

int stride_factor = audioLength;

for(int i = 0; i < POPULATION_COUNT; i++)

{

int coalesced_index = stride_factor * i + global_index;

float fftWindowSample = 1.0 - cos(index * mu);

audio_waves[coalesced_index] = fft_window_sample * audio_waves[coalesced_index];
}

Here, Equation E]is implemented on the GPU with an optimized memory access pattern. The index is multiplied with a ‘stride’ factor equal to
the audio wave size. This forces the indices of each workitem to access memory adjacent to one another when processing the windowing. All the
indices in the respective workitems then stride to the next audio wave to process when i increments. This means that each workitem can share
the memory fetched by its neighbouring workitems without requesting a memory fetch somewhere else in memory itself. A more comprehensive
description of memory coalescing on GPUs with visual aids can be found in“%,

4.2 | Processing Format

The population size determines the number of workitems the GPU allocates for processing in parallel. These workitems are dispatched to execute
each individual’s recombination, mutation, audio synthesis, fitness, and selection. Each individual is entirely independent from all other individuals
and therefore can execute efficiently without stalling to synchronize data. The FFT processing is handled separately using the cIFFT library®2, a
well-established and optimized open-source implementation of FFT on the GPU.

During the audio synthesis stage, the chosen FM synthesis arrangement will typically make calls to the trigonometric functions like sin(). These are
computationally expensive compared to other basic math operations. Optimized implementations might use Taylor series expansion or the CORDIC
algorithm“€. Instead of calculating these values, a lookup table of previously calculated sine values can be used“Z. As covered in Section each
individual is tasked with generating an audio block of samples using simple FM synthesis. A pre-calculated wavetable of values approximating sin
is uploaded to the GPU and indexed instead of using the computationally expensive sin operator. A finite number of values can be stored in the
lookup table, resulting in quantization. Therefore, sufficient resolution must be used in the lookup table. The wavetable optimized synthesis stage

(without interpolation for simplicity) is demonstrated in the GPU kernel code snippet below:

int idxWorkitem = get_global_id();

float cur_sample = 0.0;
float pos_1 = 0.0;
float pos_2 = 0.0;

const float wavetableIncrementOne = (WAVETABLE_SIZE / 44100.0) * modulationFrequency;
for(int i = 0; i < WAVE_FORM_SIZE; i++)
{

cur_sample = wavetable[pos_1] * modulationIndex + carrierFrequency;

out_audio_waves [idxWorkitem * WAVE_FORM_SIZE + i] = wavetable[pos_2] * amplitude;

pos_1 += wavetableIncrementOne;

pos_2 += (WAVETABLE_SIZE / 44100.0) * cur_sample;

if (pos_1 >= WAVETABLE_SIZE)
pos_1 -= WAVETABLE_SIZE;
if (pos_1 < 0.0)
pos_1 += WAVETABLE_SIZE;
if (pos_2 >= WAVETABLE_SIZE)
pos_2 -= WAVETABLE_SIZE;
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if (pos_2 < 0.0)
pos_2 += WAVETABLE_SIZE;

Here, the section of the code that generates the simple FM synthesis waveform is shown. This implements the equivalent of Equation[d]on the
GPU using a wavetable optimisation. In this code, m is contained in variable "modulationFrequency", I in "modulationindex”, c in "carrierFrequency"
and A in "amplitude". Instead of making calls to sin(. .. ), the wavetable is accessed using pos; and pos; that are incremented in such a way as to
access approximate pre-computed values of sin(). Variable idxWorkitem multiplied with WAVE_FORM_SIZE is used to stride through the memory
written to in a GPU optimized way.

Batching processes to the GPU is a fundamental technique involved in GPU programming. It is often used to avoid consuming GPU memory
resources if an individual task is too big. This can quickly become the case here, as the population size is a controllable parameter, which can exceed
GPU memory limits. The amount of GPU memory resources depends on the system’s hardware. Taking the systems in Table [T as examples, the
GeForce 2080 has 8GB of memory whilst the Radeon 530 has only 2GB. The intel UHD GPU shares its 8GB of RAM with the CPU. In order to
avoid misusing the GPU memory, the GPU design proposed breaks up data into manageable, equally sized blocks, loads them onto the GPU and
processes them one at a time. The pseudocode for the batching is given below:

void parameterMatchAudio(float* aTargetAudio, uint32_t aTargetAudioLength)
{
blockSize = objective.audioLength;

blocks = aTargetAudioLength / blockSize;

for (uint32_t i = 0; i < blocks; i++)

{
setTargetAudio (&aTargetAudio [i*blockSize], blockSize);
initPopulationCL();

executeAllGenerations();

An additional advantage to using the batching technique is that the system is easily extended in the future to involve analysing dynamically
changing sounds. This means if the characteristics of a sound changes over time, analysing each block can identify the parameters necessary to

match the changing sound in each block. If this advancement was explored, there would be a set of parameters for each audio block analysed.

5 | BENCHMARKING

The benchmarking suite involves the autonomous execution and performance profiling of a collection of planned tests. Configurations of param-
eters are exhausted and the results collected and written to files for analysis. The benchmarking suite is deployed on different devices to collect
profiles on a range of hardware systems. The GPU implementation will synchronize between each OpenCL call to confirm the action is finished
to accurately measure the execution time. The benchmarking suite is open-source and publically available online} The implementations here use
OpenCL v1.2 in order to support the widest range of hardware possible. Three different implementations were developed from previously defined
designs.

CPU Serial - In order to establish the minimal baseline performance, a serial single-core implementation targeting the CPU. Modern CPUs include
multiple cores and vector processors which are not used here. The purpose is to demonstrate the impact of restricting a program to a purely serial
format.

CPU OpenCL - A parallel implementation targeting the CPU using OpenCL. Following the OpenCL programming model utilizes all parallel
processing components of the target hardware. In the case of the CPU, multiple cores and vector processors are utilized. This implementation will
be compared to the serial CPU version, but more importantly, the massively parallel GPU version.

GPU OpenCL - Implementation using OpenCL to target parallel processing on the GPU.

2https:/github.com/Harri-Renney/Survival_of _the_Synthesis- GPU_Accelerated_Frequency_Modulation_Parameter_Matcher
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Specification Mid-range Laptop High-end NVIDIA GeForce

CPU Intel Core i7-8550U Intel Core it-9800X
(16 SM)

Integrated GPU | Intel UHD Graphics 620 None

Discrete GPU AMD Radeon 530 GeForce RTX 2080 Ti
(32 SM)

CPU RAM 8GB 32GB

TABLE 1 Hardware specification used for benchmarking. Streaming Multiprocessor (SM)

‘ ‘ Parameter ‘ Value ‘ Notation ‘ ‘
Number Generations 1000 G
Number Parameters 4 D
Parent Population Size 1024 P
Offspring Population Size | 7168 (e}
Target Audio Length 2048 T
Audio Block Size 2048 N
GPU Workgroup Size 32 W

TABLE 2 Default benchmarking parameters

5.1 | Hardware Systems

The benchmarking suite was run on a collection of different systems containing GPU devices from different hardware vendors, including integrated
and discrete GPUs. GPUs are often classed as being one of two types, discrete or integrated GPUs. Discrete GPUs are separate from the CPU and
connected across system buses known as PCI. However, communicating over the PCl buses involves data transfer overhead. In contrast, integrated
GPUs are tightly coupled to the CPU, even sharing memory spaces. This means that the latency overhead is avoided and communication between
CPU and GPU is faster than the discrete GPU“8. However, integrated GPUs have constraints imposed by limited physical space and therefore
typically have fewer and slower multistreaming processors. The hardware systems considered in this paper are detailed in Table[T] In addition,
results have been collected for another system titled "High-End NVIDIA Titan". This system’s results have not been included in the paper but are
similar to the "High-End NVIDIA Geforce" system. The results for this system can be found in the full database of results found at the link provided
in Section

5.2 | Benchmarking Targets

The benchmarking suite is designed to measure the overall execution for default parameters and used to measure execution time when scaling
controllable parameters. The controllable parameters affect the performance and accuracy of the algorithm and therefore play a crucial role. Unless
stated, the default parameters will have the values shown in Table [2} The default parameters have been chosen as they provide solutions with
acceptable fitness and give the benchmarking sufficient processing to profile and consider. Instead of using a fitness threshold as the stopping
criteria, the benchmarking suite will execute a fixed number of generations. This ensures parity between results by guaranteeing that all imple-
mentations processed an equal amount of computation, mitigating any stochastic variations. The focus of this benchmarking suite is to compare
the performance differences between implementations for the basic ES and FM synthesiser sound matching application. It is not to evaluate the
accuracy of the solutions generated by the ES, the literature covered in Section[2]has already established ES as an effective method for accurately
finding solutions. However, the reader can be reassured that the default parameters’ fitness converge to an error of 0.0 and, therefore, an exact

match is found using the default parameters. The benchmarking suite covers performance profiling the following aspects listed:
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‘ ‘ Implementation | Total Execution Time (s) ‘ ‘

CPU Serial 409.98
CPU OpenCL 28.33
GPU OpenCL 3.19

TABLE 3 Total execution time of the application for the CPU and GPU implementations.
Parameters = Default System = High-end NVIDIA GeForce

Overall Execution - The overall execution time for the program to complete is the primary concern. The overall execution time includes all stages
in Section including GPU specific initialization of: The starting population, wavetable (Section , random number lookup table.

Program Stage Execution - In order to highlight the computational implications at each stage of the processing, the stages in Section [3] are
independently timed. This is useful to expose potential bottlenecks and the most intensive stages.

Audio Analysis Block Size - The size of each block of audio analysed at a time by the application. The block size controls the amount of data
transfers between CPU and GPU. Therefore, the impact of scaling the audio block size will be evaluated in these results.

Population scaling - It has been shown that increasing the population size in evolutionary algorithms can produce fitter solutions in a more
complicated problem space. Measuring how the performance and accuracy are affected when changing population size is an important aspect.

optimisations On/Off - In order to demonstrate any performance benefits from using the GPU optimisation in Section |4} implementations
employing the optimisations will be profiled against implementations that do not use them.

Discrete vs Integrated - The benchmarks are executed on an integrated and discrete GPU in the same system. This maintains a common

environment excluding the target GPU, provides insight into the performance of integrated and discrete GPUs for fair comparison.

6 | RESULTS

In this section, the results collected across the benchmarking suite are presented, along with a discussion of the results. This paper considers the
salient results collected for the two systems outlined in Table[I] The full collection of results including another High-End NIVIDA Titan setup have
been made available onIineE] Particular focus on the results are given to the High-End NVIDIA GeForce desktop that better reflects the expected
audience of synthesis parameter matching. The laptop is used to highlight integrated vs discrete GPUs and the difference between a high-end

desktop and mid-range laptop. Readers can use the open-source benchmarking suite provided in Section[5to collect results for additional systems.

6.1 | CPU vs GPU

Comparing the execution speed between the CPU and GPU designs is of primary interest. The results shown in Table[3]include the three imple-
mentation’s total time with the default parameters for the High-End NVIDIA system. The CPU serial version takes considerably longer at 409.98s,
whilst the OpenCL CPU and GPU are 28.33s and 3.19s. The CPU has parallel vector processors available and it can be seen that a clear improve-
ment of 14X speedup is achieved when using them by the CPU OpenCL version. GPUs advance this data-parallel processing further, achieving a
speedup of 128X over the serial CPU version. This demonstrates that not only are ES and FM synthesis suitable for data-parallel processing, but
that they are also suitable in combination using the design proposed in this paper. Comparing the CPU OpenCL version to the GPU OpenCL ver-
sion, it can be seen that the GPU has a speedup of 8.88X over the CPU. This is expected as the GPU architecture is designed to maximize the
data-parallel processing whilst the CPU is not.

6.2 | Implementation Stages Compared

The execution time for each stage in the application on the High-end NVIDIA system has been recorded and displayed in Figure[5] The execution
time is marked in ms on a logarithmic scale using the default parameters. When comparing each implementation, the stages follow a similar pattern
of the CPU serial taking the most time, followed by CPU OpenCL and finally GPU OpenCL. There is a particularly high improvement on the GPU
for the "synthesis", "Window" and "FFT" stages. All these stages are included in the design and highlight the importance of this novel approach

H https:/muses-dmi.github.io/benchmarking/benchmarking_database_survival_of_the_synthesis
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FIGURE 5 Execution time of each stage across the CPU and GPU implementations.
Parameters = Default System = High-end NVIDIA GeForce

considering the domain-specific stages and the evolutionary algorithm. The data-parallel version improves over the CPU versions in all stages,
except for the "Rotate" stage, where the CPU serial had a comparatively negligible 0.3544ms. This is a negligible amount as it only involves updating
a variable in CPU memory. In contrast to the OpenCL versions that require an OpenCL function with added overhead. For example, the GPU
version requires updating the rotation index in GPU memory, this involves a data transfer over the PCl interface to update the variable in GPU
memory. This is a stage the CPU will naturally surpass the OpenCL versions. However, it is a small difference to the vast improvements observed
in the rest of the stages.

6.3 | Hardware Systems Compared

The High-End NVIDIA desktop is expected to execute faster for all population sizes as it utilizes the more powerful NVIDIA GeForce RTX 2080 Ti,
whilst the mid-range Laptop contains a less capable AMD Radeon 530. It can be seen in Figure|§|that the NVIDIA 2080 GPU shows little increase in
computation time when the population is scaled up to 32768. Whilst the AMD 530 GPU has a roughly directly proportional increase in execution
time with population size, the NVIDIA 2080 architecture contains more multistreaming-processors and therefore can process more individuals in
parallel. This demonstrates, as is the case with most processes in computing, that the speed and throughput of processing units is still an important
factor for data-parallel processors.

6.4 | Kernel Execution Time Ratio

Figure|Z]shows the relative execution times for every stage of the GPU OpenCL implementation running with default parameters. This highlights
where the majority of the processing takes place. The stages processing the ES population: "Recombine", "Mutate" and "Sort" together only account
for less than 13% of the time. These stages execute quickly as they only process the population (P + O) x D, which is (1024 + 7168) * 4 = 32,768



RENNEY et al 13

Hardware Systems Compared

]
GPU Mid-Range Laptop —— GPU High-End NVIDIA

600 -

400 -

Execution Time (s)

200

\

32
16,384 1
32,768

Population Size

FIGURE 6 Execution time when scaling the population size for the High-End and Mid-range systems.
Parameters: G = 1000, P+O = Scaled System = High-end NVIDIA GeForce & Mid-range Laptop

floating point values for the default parameters. The stages processing audio for the population: "Synthesis", "Window", "CLFFT" and "Fitness" take
considerably longer accumulating 87.43% of the time. The audio stages require processing (P+O) N which is (10244 7168) 2048 = 16,777,216
floating point values. The majority of the execution time is taken up by the synthesis and CLFFT stages, taking around 30% of the time each. This
highlights the importance of the design this paper describes as it not only efficiently processes the evolutionary algorithm stages, but incorporates

the domain-specific processes that take up the majority of the execution time.

6.5 | Integrated vs Discrete

Figureshows the results comparing the integrated Intel and AMD discrete GPU in the mid-range laptop. It can be seen that initially, when the
population size is small, the integrated GPU performs better than the discrete GPU. This is expected as using the PCl-e system bus to communicate
between the discrete GPU and the CPU takes considerably longer than sharing a memory space. The communication overhead surpasses any
benefits of using the discrete GPU for smaller population sizes, whilst the integrated GPU avoids the communication overhead using unified
memory. However, at around population size 2048, the performance of the discrete GPU exceeds the integrated GPU. The more powerful discrete

GPU scales more efficiently for larger population sizes and the benefit exceeds the communication overhead involved.

6.6 | Optimized vs non-optimized

The results when comparing the use of the FM synthesis lookup table optimisation described in Section[4.2]are compared against the use of the
original trigonometric functions in FigureEl This optimisation has a huge effect on the performance of the synthesis stage, for simple FM synthesis,
this involves replacing two calls to the sin() function per sample with direct accesses into a wavetable. Back in Figure it can be seen that the
synthesis stage was one of the most consuming stages, therefore, this optimisation offers a 4X speedup in the synthesis stage for the default
parameters. This significant improvement results in an overall 2X speedup for an optimisation affecting just the synthesis stage. This demonstrates

the potential improvements context specific optimisations can make for intensive processing involved in the fitness stage.



14 RENNEY et al

2.56%

2.24%
1.96%

I Recombination
O Mutation

[ Synthesise

D Window
Synthesise
30.58% . CLFFT
. Fitness
O sort
. Rotate

Window
12.04%

FIGURE 7 Ratio of execution time across stages in the GPU OpenCL implementation.
Parameters = Default System = High-end NVIDIA GeForce

Integrated vs Discrete GPU

- T
- Integrated Intel —— Discrete AMD

10°

10%

Execution Time (ms)

10*

32,768““““ Lol R W \ I

|
<
@D
»
o)
-

Population Size

FIGURE 8 Execution time when scaling the population size for the GPU OpenCL implementation targeting the integrated and discrete GPU.
Parameters: Default, G = 1000, P+O = Scaled System = Mid-range Laptop



RENNEY et al 15

6,313

6,000 |- .
. 4,167
£ 4,000 .
g 3,159
=

2,000 |- .

986
T T
Synthesise Total
Stage

U 0 optimisation On [l 0 optimisation Off

FIGURE 9 The total and synthesis stage execution time when the FM wavetable lookup optimisation is on and off.
Parameters = Default System = High-end NVIDIA GeForce

6.7 | Population Scaling

Figure@ provides a comparison between the implementations on the High-End NVIDIA system when scaling the population size. The execution
time is plotted on a logarithmic scale in seconds. The CPU Serial version initially starts at a higher execution time at 1.87s compared to the GPU
OpenCL version taking 0.89s. It is clear that as the population size scales, the execution time for the CPU versions is significantly higher. The GPU
version’s execution time increases gradually as its ability to process far more individuals in parallel is realised. At population size 16,384, the GPU
version runs at approximately 10s, while the CPU OpenCL version records 55s, roughly 5X slower and the CPU Serial at 870s, 87X slower. The
GPU continues to show it provides a speedup even at higher population sizes, beyond the 8192 size used in the default configuration. The GPU
performance achieved brings the application considerably closer to a practical, real-time tool. Complex synthesisers that require considerably large
population sizes to find accurate solutions will benefit further by using GPUs over CPUs.

6.8 | Audio Analysis Block Size Scaling

Figure@shows the total time of the GPU OpenCL application when scaling audio block size on the NVIDIA 2080 discrete GPU. The audio blocks
size determines the number of audio samples processed and analysed on the GPU at a time. Decreasing the audio block size splits the target
audio into further separate blocks for analysis. There are two reasons a smaller block size might be considered. First, the GPU memory would
not be able to accommodate the larger blocks of audio. Second, this approach is advantageous if the audio being analysed is dynamic. However,
decreasing the audio block size increases the number of dispatches to the GPU, which increases the communication overhead over the PCI bus.
The overhead adds up considerably, resulting in severely reduced performance when the audio block size is below 128. Beyond block size of 128,
the performance reaches a significantly improved state. Continuing to increase the audio block size to the target audio size has a less significant
performance growth. These results show that although a smaller block size can be used, a size below 128 begins to have a significant impact on
performance. Therefore, dynamic audio samples that involve frequent changes in timbre will be challenging to process with the current design and

will need to be improved to support it.
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6.9 | Advanced FM Synthesisers

To demonstrate the scalability of the GPU optimised framework, two further FM synthesisers have been used in place of the simple FM. The first
is nested modulator FM and the second is parallel FM synthesis. Both of these multi-operator FM synthesisers have been described in Section[2.3]
Figure@presents the results of the simple, nested modulator and parallel FM synthesisers on all three implementations. Again, a large population
size of 32768 has been used and the time in seconds is again plotted on a logarithmic scale. It can be seen for the CPU Serial implementation,
both the nested modulator and parallel synthesisers take considerably longer with an additional 10699s and 11024s respectively. By contrast, the
GPU OpenCL implementation only requires an additional &~ 4s for the nested modulator and ~ 6s for parallel FM. The results suggest that the
GPU accelerated framework for handling the evolutionary computation for parameter matching supports more advanced forms of FM synthesis.
Although this cannot be extrapolated to all possible arrangements of FM synthesis, for these two examples, it continues to improve performance

over a naive serial implementation.

7 | CONCLUSION

This paper has presented the design for a GPU optimised algorithm for parameter matching for FM synthesis. The designs have been implemented
as serial CPU, parallel CPU and parallel GPU versions in a benchmarking suite. The benchmarking suite is open-source and can be used to evaluate
the performance of the implementations on different hardware systems. Benchmarking results were collected on various systems and the salient

results were discussed. For the default parameter configuration on a high-end desktop, the GPU had a speedup of 128X over the serial CPU version
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and 8.88X over the parallel CPU version. This highlights the significant improvement potential when using parallel processing in general, but also the
massively parallel architecture of the GPU in comparison to the CPU. The population size of the ES has a significant impact on the execution time
of all implementations. However, the impact of the GPU version was significantly lower than the other implementations, suggesting that the GPU
design proposed can be used to process larger population sizes more rapidly, increasing the usability of parameter matching as a suitable tool for
music creators. The results show that the performance benefits apply to simple FM synthesis and extend to support more advanced arrangements
such as nested modulator and parallel FM synthesisers. Another controllable GPU parameter is the data block size, this was scaled and was shown
to harm the GPU processing time when block sizes below 128 are used. This is a weakness of the GPU design caused by the data transfer overhead
between CPU and GPU. An optimised design needs to be adapted to better support this use-case.
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